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Abstract: The objective of this work is to develop an
innovative system ( ROSGPT) that merges large language
models (LLMs) with the robot operating system ( ROS),
facilitating natural language voice control of mobile robots.
This integration aims to bridge the gap between human-
robot interaction ( HRI) and artificial intelligence ( AI).
ROSGPT integrates several subsystems, including speech
recognition, prompt engineering, LLM and ROS, enabling
seamless control of robots through human voice or text
commands. The LLM component is optimized, with its
performance refined from the open-source Llama2 model
through fine-tuning and quantization procedures. Through
extensive experiments conducted in both real-world and
virtual environments, ROSGPT demonstrates its efficacy in
meeting user requirements and delivering user-friendly
interactive experiences. The system demonstrates versatility
and adaptability through its ability to comprehend diverse
user commands and execute corresponding tasks with
precision and reliability, thereby showcasing its potential for
various practical applications in robotics and AI. The
demonstration video can be viewed at https.//iklx06z9yv.
feishu.cn/docx/Lux3dmTDx0Z5YnxWJTZcxUCWnTh.
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0 Introduction

In recent years, the emergence of large language
models ( LLMs ), particularly the robust capabilities of
ChatGPT'"™®' | has revolutionized the landscape of human-
robot interaction (HRI). With LLMs being increasingly
leveraged in various domains, their integration into
robotics has led to significant advancements in
autonomous systems’ comprehension of human language
and their ability to interact with humans'"®’
Concurrently, embodied intelligence'* has seen rapid
development and real-world applications, as demonstrated
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by companies organizations such as Figure Al and Tesla,
as well as domestic projects like Agibot. These endeavors
aim to fuse LLMs with humanoid robots, empowering
them  with  enhanced language  understanding,
environmental perception and friendlier interactions with
humans. This convergence marks a significant shift
toward more advanced, user-centric robotic solutions,
bridging the gap between artificial intelligence ( Al) and
practical, real-world applications. In light of this
burgeoning trend, we are also committed to deeply
integrating LLLMs with robotics, aiming to achieve a more
amicable HRI. This endeavor holds profound significance
for the future development and practical deployment of
embodied intelligence.

With the development of LLMs, prompt engineering
becomes crucial. Crafting precise prompts guides LLMs
to effectively tackle complex tasks, attracting attention to
the potential of these LLMs across diverse
applications'” . Researchers refine prompts to optimize
LLM  performance, spanning natural language
understanding to problem-solving. Giray'® summarized
and outlined the fundamental principles of prompt
engineering based on LLMs. White et al."” developed a
catalog of prompt patterns to address common issues
encountered when conversing with LLMs, aiming to
enhance the automation of software development tasks
through improved interactions with LLMs. Their work
outlines the fundamental principles of prompt
engineering, providing a structured approach to crafting
effective prompts that customize and refine the
capabilities of LLMs like ChatGPT. Chen et al. ™
advanced the field of prompt engineering by introducing
LLaMA-LoRA, a sophisticated framework that enhances
the comprehension and reasoning capabilities of Chinese
language models. The above groundbreaking work offers
great inspiration for future research. However, these
efforts lack systematic focus on specific scenarios,
particularly in terms of physical implementations. In
contrast, our work on robot interaction aims to build on
these foundations in real-world applications and make
some pioneering contributions.
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Many current research efforts are based on
ChatGPT.  Despite its superior accuracy and
corresponding speed, its closed-source nature inhibits
extensive fine-tuning for better adaptation to specific
scenarios ). Currently, there is also a significant
amount of research being conducted on Llama2''".
Code Llama''' endeavors to advance the field of
programming by offering a range of LLMs tailored for
various programming tasks, showcasing state-of-the-art
performance across multiple code benchmarks. Xu
et al. "' successfully fine-tuned the Llama2 model by
using their own dataset, achieving outcomes that better
met their specific requirements. The aforementioned
efforts were built upon the open-source Llama2 model
and optimized to better adapt to specific work
scenarios. This not only showcases the unique appeal
of open-source LLMs but also guides our work in the
right direction. Although Code Llama performs well in
programming tasks, in our specific scenario, we have
undertaken extensive prompt engineering efforts,
which result in the need for the model to comprehend
lengthy background information. This requires the
model to possess strong abilities in long-text
comprehension, contextual understanding and memory
retention. Code Llama still falls short in these aspects.
Therefore, we select the Llama2 model as our base
model.

As mentioned above, how to integrate LLMs with
specific tasks for robots is a key problem in real-world
applications. The following work provides us with some
ideas. In Ref. [3], the authors leveraged ChatGPT to
interpret natural language inputs and generate structured
JSON-formatted commands, enabling precise robot
control and enhanced human-computer interaction.
However, in ChatGPT for Robotics, the authors directly
fed human natural language commands and the
application programming interfaces ( APIs) of high-level
function libraries implemented by the robot to
ChatGPT'". The intention was to enable the LLMs to
understand human instructions while also comprehending
the APIs, directly invoking these APIs to obtain Python
code that directly controls the robot’ s movements. The
experiments confirmed that this approach yielded better
implementation results. Grumeza et al."” investigated the
utilization of the Llama2 model to enhance social
interactions with the SoftBank Robotics Pepper robot in
an academic setting. They aimed to improve the robot’ s
ability to engage with humans by offering guidance and
information, particularly = focusing on addressing
limitations in Pepper’ s language processing capabilities.
This research innovatively leveraged Meta Llama2, an
education-focused LLM, to improve speech-to-text
conversion. By enhancing Pepper’ s understanding and
responsiveness to human queries, it advanced the

practical implementation of cloud-edge collaborative
robotics in social scenarios. Although the above research
has achieved robot control based on LLMs, they are all
focused on interactive control in simulation environments.
Implementing this type of control on real machines poses
significant challenges, yet our work has successfully
achieved this goal.

In summary, the main focus of this research is the
optimization of Llama2 to enable natural language-based
interaction with robots. To enhance user experience, we
incorporate a speech-to-text module for natural language
control and add LLM cloud functionality to enable web-
based control. The main innovations of our work are as
follows.

1) Leveraging the robot operating system (ROS),
we develop ROSRobot, a comprehensive set of high-level
function libraries for robots, to enable advanced
interaction control through LLMs

2) Innovative prompt engineering efforts enable the
model to directly output Python code capable of
controlling ROSRobot, leading to the conceptualization of
ROSGPT.

3) Integrating speech-to-text and cloud functionalities
into the model enables users to effectively control robots
using natural language, without being limited to local
servers. Additionally, it facilitates web-based control of
robot actions, offering limitless possibilities for future
innovation.

1 Materials and Methods

The system architecture of ROSGPT is shown in
Fig. 1. As depicted in Fig. 1, ROSGPT consists of four
main systems: the ROS PC system, the LLM server
system, the ROSRobot system and the LLM cloud
system. The ROS PC system serves as the core of
ROSGPT and includes three key modules: the speech-to-
text module, the prompt engineering module and the
ROSParser module. The speech-to-text module is
responsible for recognizing human speech and converting
it into text. The prompt engineering module then
processes the text commands from the speech-to-text
module, combining them with a custom high-level
function library. These are passed to the Llama2 model
via APIs. The output from Llama2 is parsed into the
Python code for controlling robot motion through the
ROSParser module. The robot then executes this code
using either ROS or ROS2, where ROS2 is the newer
version of this robotic. Additionally, the LLM cloud
module enables remote control via APIs and a public web
address. We built the ROSRobot based on the ROS
platform, and users can issue voice or text commands to
control the robot remotely, achieving the same level of
control as local operation.
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1.1 Workflow design

Using Llama2 for robotics control presents various
obstacles, including ensuring comprehensive and precise
problem descriptions, identifying suitable function calls
and APIs, and structuring responses with appropriate
biases. To maximize the utility of Llama2 for robotics
applications, we established a sequential workflow
consisting of the following steps.

1) Firstly, based on the underlying control principles
of the robot and the principles of ROS-based control, we
designed a powerful high-level function library. This
library offers a rich set of APIs for easy invocation.

2 ) Secondly, we established role definitions,
incorporating the functionalities and parameter meanings
of the aforementioned APIs into Llama2. Additionally,
we provided detailed descriptions of the tasks that Llama2
needs to accomplish, along with specific examples. This
ensures that Llama2 can generate precise Python code to
control robot actions according to user commands.

3) Thirdly, the user remained actively engaged in the
process, evaluating the code output by Llama2, either
through direct analysis or simulation, and subsequently
provided feedback on the quality and safety of the
generated code. Additionally, it is worth noting that the
code returned by Llama2 is sometimes not clean Python
code. It may contain explanatory statements that cannot
be dynamically executed on the robot’ s end. Therefore,
we utilized ROSParser to extract clean code from
Llama2’ s output.

4) Lastly, the Python code was transmitted to the
robot via the ROS topic and dynamically executed within
the robot using the exec function in Python.

1.2 Fine-tuning and quantization of Llama2

Llama2 is a collection of pre-trained and fine-tuned

generative text models ranging from 7 billion to 70 billion

parameters' ” . In contrast to the base Llama2 model' ",
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in our scenario, we require the LLM to excel in
comprehending lengthy texts and understanding the
contextual connections between different dialogues.
Additionally, it needs to possess strong coding
capabilities. Therefore, we need to perform specific
fine-tuning on the LLM regarding its long-text
comprehension and coding abilities. Furthermore, due
to our limited computational resources and the
necessity for the LLM to have a relatively fast inference
speed in our environment, we also need to quantify the
LLM to a certain extent. We have optimized the
Llama2 model based on the relevant work of LLaMA-
LoRA'® and LLaMA-Adapter''*'. These optimizations
involve refining its architecture to better suit our
specific requirements, particularly in enhancing its
ability to comprehend lengthy texts and improve
contextual understanding between different dialogues.
To enhance the programming capabilities of the LLM,
we incorporated the weights from the Code Llama2''"
model as pre-training model weights. By integrating
the meta-trained model parameters from official
training into our model, we aimed to augment its
coding proficiency. This approach allowed us to
leverage the specialized expertise encoded within the
Code Llama model and seamlessly integrate it into our
framework, thereby enriching the programming
capabilities of the LLM.

In the fine-tuning and quantization of models, the
two mainstream technical approaches are quantization-
aware low rank adapter ( QLoRA )" and GPTQ'® .
QLoRA adopts the NormalFloat type and further quantizes
the scaled data after quantization. GPTQ quantizes each
parameter within a certain block one by one. After each
parameter is quantized, it is necessary to appropriately
adjust the other unquantized parameters within this block
to make up for the accuracy loss caused by quantization.
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The idea of GPTQ originally came from the optimal brain
damage (OBD) algorithm proposed by Lecun et al.'" in
1989. Through continuous optimization of multiple
algorithms, GPTQ was finally obtained. It has rigorous
mathematical theoretical derivations, and all algorithm
steps are theoretically supported. Relatively speaking,
QLoRA is slightly inferior in this aspect. Therefore, we
used GPTQ to conduct the fine-tuning and quantization of
Llama2. By applying GPTQ, we effectively reduced the
computational complexity of the model, enabling it to
achieve an accelerated inference speed without
compromising the accuracy. This optimization strategy
proved instrumental in meeting our computational
constraints while maintaining high performance. By
refining the optimal brain quantizer (OBQ) approach'™®',
GPTQ quantizes all rows simultaneously instead of in a
greedy order. The essence of GPTQ lies in three main
steps. 1) It ensures similar error outcomes with
significantly reduced runtime, particularly for large
layers. 2) It optimizes graphics processing unit ( GPU)
utilization by processing columns in blocks and updating
matrices incrementally.  This strategy effectively
addresses the memory-throughput bottleneck, providing
significant  speedup for very large  models.
3) To address numerical inaccuracies, especially with
block updates, the method precomputes row information
using Cholesky decomposition. This ensures numerical
stability and enhances robustness and speedup for large
models.
1.3 Building design of communication mechanism
The communication mechanism of ROSGPT is
shown in Fig. 2. It is primarily based on two key
technologies;: ROS topic and Socket. IO. ROS topic
operates on a publish-subscribe model within the ROS
framework, enabling nodes to publish messages to topics

for other nodes to subscribe to, facilitating flexible and
asynchronous communication between nodes for data
sharing and robot control. Socket. IO is a real-time
communication protocol built on WebSocket, providing
event-driven bidirectional communication for seamless
integration of interactive features in web applications.

As depicted in Fig. 2, the above scenario primarily
includes three devices: ROSRobot, ROS PC and LLM
server. The ROSRobot, also known as ROSCar, is an
intelligent robot car equipped with a ROS operating
environment and designated as the master node in ROS.
The ROS PC refers to an operating system configured
with a ROS environment where the non-large model part
of ROSGPT’ s code also runs. The LLM server, being a
high-computational-power server, is capable of running
the Llama2 model. Communication between the ROS PC
and the ROSRobot is achieved via ROS topic, while the
ROS PC and the LLM server communicate through
Socket. I0. Firstly, on the ROS PC, user commands and
system prompts incorporating model role settings and
advanced APIs are sent via Socket. IO to the LLM server.
The Llama2 model runs on this server, inferring based on
the prompt to generate output. The generated output is
then sent back to the ROS PC. The ROSParser (Fig. 1)
on the ROS PC parses Llama2’s response to generate
executable Python code. At this point, a manual decision
is made on whether to send the command to the ROSCar
for execution. On the ROSCar side, the system enters a
blocking phase, waiting to receive commands from the
ROS PC. Once interrupted, it dynamically executes the
code using Python’ s exec mechanism and re-enters the
blocking state to await the next command. Furthermore,
we utilize technologies like Gradio'”' for web-based
visualization and control, enabling remote control via the
Internet.

LLM server

( running Llama)

Socket.IO
Server
(ROS PC)
ROS topic

system_prompt
W
user_prompt

Generate python
code

Send code to
ROSRobot

ROSRobot

Exccute the code ROSRobot moving

Fig. 2 Communication mechanism of ROSGPT
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1.4 Implementation of voice control

To achieve more personalized interaction, we
incorporated elements of the open-source Wukong Robot
project into our system, enhancing the user’ s experience
with voice control. As depicted in Fig. 3, the user’s voice
input is fed into the ROSVoice robot, where it undergoes
speech recognition via the automatic speech recognition

User voice

{

P

ROS Voice

Speech

recognition robot

Semantic
understanding

ASR engine

NLU engine

(ASR) engine, followed by semantic understanding through
the natural language understanding ( NLU ) engine.
Subsequently, the text-to-speech (TTS) engine synthesizes
new speech, which is then output as synthesized control
speech. The ASR and TTS functionalities are primarily
implemented by utilizing APIs from companies such as
Baidu, iFlytek, Tencent and Alibaba.

Speech feedback

Assembled phonology

TTS engine

Fig.3 System architecture of ROSVoice robot

1.5 Proofreading of generated code

Although we have done a great deal of work to
maximize the generation of accurate robot control
codes by LLMs, in most cases, the text returned by
LLMs cannot be directly transmitted to the robot for
immediate operation. Instead, further processing and
inspection are required to ensure the accuracy of the
final executed actions. Therefore, we designed the
ROSParser module whose core function is to ensure
that the final output code is accurate and clean robot
control code. This module is mainly divided into three
steps. The first step is to perform regular expression
matching on the text returned by the LLM through the
regularization method, extract the robot control code,
and remove the irrelevant explanatory text. The second
step is to use the LLM again to further check the
legality of the code, including the grammar, logic of
the code, and whether there are inappropriate
parameters. The last step is to display the code on the
front-end interface for the user to conduct the final
inspection. Only after the user clicks to confirm will
the control code be executed by the robot.

2 Results and Discussion

2.1 Setup environment
2.1.1 Building Habitat simulation environment
Simulation plays a crucial role in research by serving
as a means for experimentation, validation and
functionality verification. It accelerates the development
process, reduces trial-and-error costs, and represents a
valuable research methodology. Thus, we constructed a
simulation environment based on Habitat and cmu-

exploration. Cmu-exploration,, an autonomous
exploration development environment that integrates the
task-aware robot exploration ( TARE ) algorithm, is
designed for system development and robot deployment in
ground-based autonomous navigation and
exploration ™', It contains a variety of simulation
environments, autonomous navigation modules such as
collision avoidance, terrain traversability analysis and
waypoint following, and a set of visualization tools.
Users can develop autonomous navigation systems and
later on port those systems onto real robots for
deployment. Habitat simulator ' is a flexible and high-
performance three-dimensional ( 3D ) simulator with
configurable agents, multiple sensors and generic 3D
dataset handling ( with built-in support for MatterPort3D,
Gibson, Replica and other datasets). We established an
interactive data collection platform using the cmu-
exploration and Habitat simulator, enabling a controlled
and interactive data-gathering solution in a virtual
environment. The fundamental implementation process is
depicted in Fig. 4. Users utilize the integrated
development environment’s joystick and visualization
tools to set waypoints based on the changes in the robot’s
environment in cmu-exploration. These waypoints undergo
a series of operations, including local planner, terrain
analysis and waypoint following. The generated control
commands for the robot are then used in the ROS
platform* to control the motion of the robot agent,
enabling interactive control by humans. Within the ROS
framework, “topic; pose” transmits the real-time pose
information, while “topic; rgbd” streams the color and
depth information. The pose information of the robot agent
is sent through the ROS platform to the Habitat simulator.
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Fig.4 Simulation built on Habitat

2.1.2 Building ROS-based robot

Our ROSCar is equipped with the Jetson Nano
embedded computing platform, providing powerful deep
learning capabilities. The physical photo and software
framework diagram of ROSCar are shown in Fig. 5. In
terms of sensors, we utilize the Orbbec Astra Pro Plus
monocular depth camera, capable of capturing the color
and depth information, as well as the Slamtec E300 Lidar,
enabling point cloud acquisition. The software framework
of ROSCar primarily consists of three layers: the driver
layer, the middleware layer and the application layer. The

Application
layer

Middleware
layer

Driver layer

Photograph of ROSCar

Fig. 5

communication

driver layer controls the electrical machinery, encoders,
inertial measurement units (IMUs), battery levels, etc.,
by using embedded software ( FreeRTOS'*'). The
middleware layer, developed based on the ROS platform,
communicates with the driver layer to obtain low-level
sensor information via serial communication. In the
middleware layer, we use the unified robot description
format( URDF) model. The application layer builds upon
the middleware layer to deploy and apply various deep
learning algorithms, such as simultaneous localization and
mapping (SLAM) and navigation.

More extended application

SLAM Navigation

Launch ROS node (ROSRobot bringup)

Remote URDF . . Camera
Lidar driver X
control model driver
Robot chassis drive node
Serial Target vector

velocity

Encoding vector
speed, IMU, battery
Embedded software

Electrical
machinery

Battery

Encoder
level

Software framework diagram of ROSCar

Photograph and software framework diagram of ROSCar
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2.2 API design and prompt engineering
2.2.1 High-level functions for ROSRobot

In the control of ROSRobot, we primarily utilize the
geometry_msgs package in ROS to achieve basic control.
Geometry _ msgs is a message type in ROS used to
describe geometric information of robots, such as
position, velocity and acceleration. The twist message
type is a subtype of geometry_msgs, specifically used to
describe the linear and angular velocities of a robot. It
consists of a linear component of type Vector3 and an
angular component also of type Vector3, representing the
linear and angular velocities of an object, respectively.

Specifically, the linear velocities represent the velocities
along the x, y and z axes, measured in meters per
second, while the angular velocities represent the
rotational velocities around the x, y and z axes, measured
in radians per second. By passing the correct messages to
the underlying driver of the ROSRobot, control of the
robot can be achieved. Our API design involves
encapsulating different twist messages required for
different actions. The specific APIs can be referenced in
Table 1. The Llama2 model needs to comprehend the
following APIs, utilizing user commands to call them
appropriately and provide the correct parameters.

Table 1 List of high-level functions

High-level function

Function description

move_forward ( speed)
move_backward (speed)
forward_turn_left ( speed, angle)
forward_turn_right (speed, angle)
backward_turn_left (speed, angle)
backward_turn_right ( speed, angle)
Stop the robot

stop ()

sleep (1)

Move forward the robot

Move backward the robot

Make the robot turn left while moving forward
Make the robot turn right while moving forward
Make the robot turn left while moving backward

Make the robot turn right while moving backward

Delay for ¢; input parameter 7 is a float number

Move the robot to the specified position, which consists of two parameters

move_to (x, y)

corresponding to the x and y coordinates. When using the function, the current

coordinate is considered to be (0, 0)

2.2.2 Clear description of prompt engineering

To ensure the Llama2 model accurately completes
the tasks we specify, we need to provide specific and
clear prompts, as shown in Fig. 6. Vemprala et al.""' have
proposed some basic principles regarding the prompt
engineering of LLMs in robots. Inspired by this work,
we propose the following groundbreaking principles in
combination with the practical application of robots in
real-world scenarios.

1) Constraints and requirements. We constrain the

model’s output by enforcing a series of specific
requirements to ensure that the model’ s output falls
within the predefined norms.

2) Callable APIs and their descriptions. We need to
inform LLMs of the callable APIs along with their
specific functionalities and parameter meanings, enabling
high-level programming on the APIs we implement.

3) Solution examples. We also need to provide rich
learning examples, such as scenarios where a given user
input corresponds to the expected model output.
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2.3 Zero-shot task with ROSRobot

To validate the performance of the ROSGPT model,
we conducted experiments on the ROSRobot. Due to
computational constraints, our navigation experiments

system_prompt = """You are an assistant helping me with the ROS-based mobile robot.

When [ ask you to do something, you are supposed to give me Python code that is needed to achieve that task, and then
an explanation of what that code does.You are only allowed to use the functions I have defined for you.You are not
allowed to use any other hypothetical functions that you think might exist. You can use simple Python functions from

libraries such as math and numpy.

func_prompt = """Here are some functions you can use to command the ROSCar.
re.move_forward(speed)—move forward the robot, ...

Here are some examples.
Me: move forward for 1 m at a speed of 0.5 m/s
You: re.move forward(0.5), time.sleep(2), rc.stop()

wnn

gen code prompt = """Here are some examples for you to generate code in Python according to the human’s command.

m

You should return your answer in markdown format, especially when wrapping Python code with "python™:
Human: move forward for 1 m at a speed of 0.5 m/s
Assistant: " python

re.move forward(0.5), time.sleep(2), rc.stop()

o

~: system_prompt + func_prompt + gen_code_prompt + “move backward 3 m at speed of 1 m/s”

“ ' python

re.move backward(1), time.sleep(3), rc.stop() "

Explanation:

* ‘rc.move_backward(1) moves the robot backward at a speed of 1m/s. The distance traveled will be 3 m since we want
to move backward for 3 s.* “time.sleep(3)" waits for 3 s to allow the robot to move backward.* ‘rc.stop()* stops the robot

once it has moved backward for 3 m.

Fig. 6  Structured prompt engineering pipeline for ROSCar control

multiple experiments. By varying parameters such as
motion command, speed, distance and angle,
consistently obtained satisfactory model
Subsequently, we integrated a speech module to directly

and the execution of Llama2 are conducted on separate
servers. Llama2 operates on a server equipped with two
NVIDIA RTX 3090 GPUs. As for the ROS PC
experiment, our experimental setup comprises an Intel
Core 17-8700 CPU running at 3. 20 GHz, accompanied by
an NVIDIA GeForce RTX 2080 Ti with 12 GB VRAM,
and featuring 12 threads. We initially verified the
effectiveness of text-to-programming by conducting

control the motion of the ROSRobot through voice input.
The transition from speech to text commands yielded
excellent results, and subsequent control actions produced
motion trajectories consistent with the voice commands.
Figure 7 illustrates representative examples of natural
language commands and their corresponding generated
code, validating ROSGPT’ s ability to translate diverse
motion tasks into executable trajectories.
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- Make the motion trajectory of the car a square with a side length of 0.5 m

" python
for 7 in range(4):

0.5m based on the given functions:

rc.move_forward(0.5), time.sleep(1), rc.stop()
re.forward_turn_left(0.5, 90), time.sleep(0.1), rc.stop() ™

“Sure! Here’s the Python code to make the motion trajectory of the car a square with a side length of

a speed of 0.5 m/s

¥ Move forward 1 m at

“ Firstly, move forward 1 m at a speed

of 0.5 m/s, then turn left with an angle
of 60° then forward 0.5 m, and lastly

move backward 0.5 m

~ Firstly, move forward 1 m at a speed

of 0.5 m/s, then turn left with an angle
of 120°  then forward 0.5 m, and lastly
move backward 0.5 m

" “python

rc.move_forward(0.5),
time.sleep(2), rc.stop()

“ V' python

rc.move_forward(0.5), time.sleep(2),
re.stop(), re.forward_turn_left(0.5,

60), time.sleep(1), rc.stop(),
rc.move_forward(0.5),

timesleep(1), rc.stop(), rc.move_backward

(0.5), time.sleep(1), rc.stop()'

“ " python

rc.move_forward(0.5), time.sleep(2), rc.
stop(), re.forward_turn_left(0.5,120),
time.sleep(1), rc.stop(), rc.move_forward
(0.5), time.sleep(1), rc.stop(), rc.move_
backward(0.5), time.sleep(1), rc.stop()'*

Fig. 7 Code generated by ROSGPT for path planning tasks and corresponding execution results

The main steps of our experiment are as follows.

1) We built the ROSRobot based on ROS and
designed and implemented an advanced PAI for
controlling the robot.

2) We conducted extensive prompt engineering
efforts specifically for controlling the ROSRobot, and
enabled the LLM to accurately generate Python code
based on user inputs.

3) We designed a communication architecture within
the same local area network ( LAN) that facilitated the
transmission of user commands to the actual robot and
provided a user-friendly interface.

4) We designed five different tasks to validate the
experimental results, specifically as follows, where the
code in parentheses serves as the abbreviation for each
respective task.

a) Move forward (T1).

b) Move backward (T2).

¢) Move forward, turn left 120°, move backward
(T3).

d) Move forward, turn left 60°, move backward

(T4).

e) Move in a square trajectory (T5).

The specific scenarios are illustrated in Figs. 8 and 9.
Users input control commands for the ROSCar through
the web interface designed for user interaction. The
commands are then transmitted to Llama2 for inference.
The resulting code from the inference is parsed and then
transmitted via ROS topic communication to the ROSCar.
The ROSCar can dynamically execute the Python code
output by the model. Figure 8 illustrates the ROSCar
moving along a square trajectory ( corresponding to T5).
Figure 9 (left) shows the trajectory of the ROSCar
moving forward, with the red arrow indicating the path of
the robot. Figure 9 ( middle) illustrates the ROSCar’ s
path when it first moves forward, then turns left by 120°,
continues moving forward, and finally back to its original
starting point before the left turn ( corresponding to T3).
Figure 9 (right) demonstrates the ROSCar’ s path when it
first moves forward, then turns left by 60°, continues
moving forward, and finally back to its original starting
point before the left turn ( corresponding to T4 ).
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Fig.9 Movements of ROSCar according to specified commands

For the above experiments, we primarily evaluated
the ROSCar’ s normalization walking time ( NWT) and
success rate ( SR). The experimental results are shown in
Fig. 10. As the complexity of the tasks increases, the SR
gradually declines but remains above 0.6 overall. This
indicates that our system can operate relatively stably,
and the model can complete user instructions to a
satisfactory extent. Additionally, the bar chart shows the
NWT of different tasks. It can be observed that as the
complexity of the tasks increases, the time taken to
complete the tasks also increases. Among the tasks, T5
needs a significantly longer NWT due to its more
complex task description, which requires the invocation
of more advanced APIs.

140 F

120 +

100 +

NWT

40+

20

80 +

60 +

T1 T2 T3 T4 TS

Fig. 10  NWT and SR of ROSCar in different tasks
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2.4 Zero-shot task in Habitat

In the virtual environment, we have constructed a
virtual clothing store environment based on the
5q7pvUzZiYa dataset in the Matterport3D dataset and
performed 3D environment reconstruction and natural
language navigation through the Habitat simulator. As
shown in Fig. 11, we set six waypoints (A, B, C, D, E
and F) during the simulation experiment. Point A is the
starting point of the mission, and point F is the end
point. To enable the robot to smoothly navigate from one

waypoint to another, firstly, the A" algorithm™' | a
heuristic search method that finds the shortest path, is
used to find the shortest path between two waypoints.
Then, the LLM is utilized to conduct dynamic
programming in combination with the provided API and
the route obtained by the A" algorithm. Specifically, the
navigation route is segmented, and motion instructions
are generated for each short route. Finally, the verified
correct code is transmitted to the simulated robot for
execution and visual rendering effects.

Fig. 11 Robotic task execution in a virtual clothing store via human voice commands

Firstly, we predefined six waypoints labeled A, B,
C, D, E and F in our system, requiring the robot to
navigate to specific points based on the user’s natural
language descriptions. We designed two experiments. In
the first experiment, the user provides instructions to
guide the robot to each waypoint sequentially ( simulation
task 1, TS_1), which is relatively simple. In the
second experiment, the user describes the entire task to
the robot at once, and the LLM needs to navigate to all
waypoints in sequence ( simulation task 2, TS_2).
This experiment assesses the model’ s long-horizon
planning capabilities.

Our experiment begins by manually guiding the
robot to waypoint A, where it waits for the user’ s initial
control input. In TS_1, upon receiving the user’ s
instruction, the robot proceeds to the designated waypoint
and subsequently remains poised for subsequent
commands. This iterative process continues until the
robot has successfully traversed all predefined waypoints,
thereby concluding the task. Under TS_1, if the robot
encounters a significant error, the user can intervene and
manually control the robot to reach the specified
waypoint, ensuring that subsequent tasks can proceed
uninterrupted. In TS_2, the user inputs a description of
the movement process through all waypoints in one go,
and the model outputs the Python code to control the
robot’ s movements. For potential unexpected situations,

such as the robot significantly deviating from its current
target or getting stuck in a corner, the user can forcibly
stop the robot. However, if the robot merely skips a
waypoint due to not being close enough to the target, no
intervention is required.

The experimental results in the virtual clothing
store scenario ( Fig. 12) illustrate the navigation SRs
of the robot at waypoints B to F under two task
settings (TS_1 and TS_2). In TS_1, the SR is
generally high and stable, indicating that step-by-step
interactive control contributes to improved navigation
stability and execution accuracy. In contrast, TS_2
exhibits a progressive decline in the SR as the task
proceeds, with notably poor performance at waypoints
E and F. This suggests a significant performance
degradation in long-horizon tasks. The discrepancy is
primarily due to TS_2 relying on a single-shot planning
strategy, which lacks intermediate correction
mechanisms, leading to the accumulation of errors
over time. Additionally, the latter segments of the
path  often  involve more complex  spatial
configurations, posing greater challenges for the
model * s spatial reasoning and action sequence
generation. Overall, while the model performs well in
short-horizon tasks, its robustness and adaptability
remain limited in long-horizon scenarios, particularly
in terms of dynamic planning and action generation.
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TS 1

B C D E F
Individual waypoint

Fig. 12 SR of different waypoints in the simulation environment

3 Comparative Experiments and Ablation
Studies

3.1  Comparative experiments of API-based and
JSON-based schemes

Regarding the design schemes of feature engineering
for robots, there are currently two mainstream
approaches. One is the scheme of standardizing JSON
data formats (JSON-based) adopted by Koubaa et al.”’.
The other is the scheme of dynamic programming based
on APIs ( API-based) that we designed by referring to the
work of Vemprala et al.'''. To verify the superiority of
our scheme, we carried out comparative experiments.

In the JSON-based work'® | the LLM is required to
return a standard JSON-format text, and the control of the
robot is achieved by parsing the JSON data. We simulate
the basic movements of the robot by using keyboard
control, and the JSON format is set as follows.

%

”

The default value for “action” is “control” ; “key
can only be one of the characters, namely k, i, j, <, 1,
u, o, m, > q, z, w, X, e, c; “speed” is a floating
point number and the default value is 0.5; “turn” is a
floating point number and the default value is 2.0;
“distance” is a floating point number and the default
value is 0.5, the unit is meter, and if it is not in the
prompts, then convert it to meters. In addition, the
corresponding relationship between “key” and the natural
language description of the RobCar’s actions is as
follows.

k. stop
i. forward
. turn left
. backward
. turn right
: forward and turn left
. forward and turn right
: back and turn left
. back and turn right
. increase the maximum speed by 10%
. reduce the maximum speed by 10%
. only increase the linear speed by 10%
. only reduce the linear speed by 10%
. only increase the angular velocity by 10%

O@ng@vBo:i—/\u.b—l

. only reduce the angular velocity by 10%
For the above two schemes, we conducted
comparative experiments of the five tasks (T1-T5) in
Section 2. 2. The prompt architecture schemes of the two
experiments are different, and the modules related to the

prompt engineering are adapted accordingly. However,

:V action""; " control”, the consistency of variables such as the hardware platform
. Earz}'ms :t % and experimental environment is maintained to ensure
" see}:/e d:” <S<in§n>b’er> effective control of variables. For each task, we
;. <nu . . .
" tlli)rn” .<number> ’ conducted 10 experiments in both schemes. Taking the
" distance” : <numbers> .flna?l expenmenta? SR as. the ultimate evaluatlc?n
| indicator, the obtained experimental results are shown in
| Table 2.
Table 2 SR of different tasks under JSON-based and API-based schemes
SR
Scheme
T1 T2 T3 T4 T5
JSON-based 0.90 0. 80 0.70 0. 80 0.10
API-based (ours) 0.90 0.90 0. 80 0. 80 0. 60

From the above experimental results, it can be seen
that the designed API-based scheme has a high SR for
relatively simple tasks T1 and T2. For the more complex
tasks T3-T5, although the SR has decreased, the tasks
can still be completed. In contrast, the JSON-based
scheme has a relatively high SR when the tasks are
simple, but the SR drops significantly in complex tasks,

especially for T5. Thus, it can be concluded that our
scheme has a certain superiority.
3.2  Ablation studies of high-level functions and
prompt engineering module
As shown in Table 1, we encapsulate the commonly
used running states of the robot to obtain high-level
functions. These functions are derived from some low-
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level twist libraries. The twist libraries provide precise
control interfaces for various parameters of the robot. If
the low-level APIs are directly used, a more precise
control effect can be achieved, but it increases the
difficulty for LLMs to understand complex APIs and carry
out complex programming based on them. To verify
whether the high-level functions that we designed can
significantly improve the final control effect while
ensuring comparable control precision, we conducted
ablation experiments on the functions of this module. The
ablation experiments were conducted specifically on the
high-level APIs and prompt engineering modules within
the original pipeline, aiming to explore the roles of these
two modules within the overall system. For the high-level
APIs, the original experiment fed our designed control
APIs ( Table 1) into the prompt engineering module,
whereas in the ablation experiments, we sent the low-level

APIs prior to encapsulation directly into the subsequent
modules. Regarding the prompt engineering module, the
original experiment leveraged the system prompt as a basis
and incorporated user input for inference. In contrast, the
ablation experiments directly passed the user input and
APIs into the Llama2 model for inference. We conducted
the ablation experiments on the ROSRobot platform.

The results of the ablation experiments are shown in
Table 3, where PE represents the prompt engineering
module, w/o0 indicates the removal of that module, and
high and low represent high-level APIs and low-level
APIs, respectively. As can be seen from Table 3, both
the prompt engineering and high-level APIs play a
positive role in the system, with the high-level APIs
exhibiting a particularly significant effect. In complex
tasks, the SR without the prompt engineering module is
very low.

Table 3 Ablation experimental results

SR
Experimental setup
T1 T2 T3 T4 T5
High + with PE 0.90 0.90 0. 80 0. 60 0. 60
High+ w/0 PE 0. 60 0. 65 0.40 0.35 0.20
Low + with PE 0.40 0.45 0.20 0.15 0.10
Low + w/0 PE 0.40 0.35 0.10 0. 05 <0. 05

4 Conclusions

This research introduces ROSGPT, a system
enabling robot control based on human natural language
or voice commands, to accomplish specific tasks. It
successfully integrates LLMs with robots, expanding the
application scope of LLMs and contributing to the
advancement of embodied intelligence. In real-world
scenarios, we achieve end-to-end control from natural
language to robot task completion, while in virtual
environments, we demonstrate effective interaction.

However, this research still has some limitations.
The inference capability of Llama2 lags behind state-of-
the-art LLMs like GPT4 and Llama3, resulting in
occasional instability in ROSGPT’ s output, necessitating
manual judgment and filtering. Furthermore, our efforts
in robot perception are relatively limited, resulting in
constrained environmental awareness for embodied robots
and the tasks accomplished by ROSGPT still exhibit
significant gaps compared to embodied intelligence. In
the future, we will continue our research efforts in these
areas to further refine our work.
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W E. ZWIR BRI AR RS (ROSGPT), #KifH A (large language model, LLM) S5HLa%
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